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ABSTRACT

Multi-view video collaborative analysis is an important task and has
many applications in multimedia community. However, it always
requires the given multiple videos to be temporally synchronized.
Existing methods commonly synchronize the videos by the wired
communication, which may hinder the practical application in real
world, especially for moving cameras. In this paper, we focus on
the human-centric video analysis and propose a self-supervised
framework for the automatic multi-camera video synchronization.
Specifically, we develop SeSyn-Net with the 2D human pose as input
for feature embedding and design a series of self-supervised losses
to effectively extract the view-invariant but time-discriminative
representation for video synchronization. We also build two new
datasets for the performance evaluation. Extensive experimental
results verify the effectiveness of our method, which achieves the
superior performance compared to both the classical and state-of-
the-art methods.
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Figure 1: An illustration of human pose from two differ-

ent perspectives, indicated by orange and blue boxes, respec-

tively.

1 INTRODUCTION

Multi-view video collaborative analysis has attracted a lot of atten-
tion in recent years, given its importance in many multimedia ap-
plications, especially in various tasks of human-centric video-based
analysis, e.g., multi-view based 3D human pose estimation [6, 8, 26],
human association and tracking [11, 15–17, 36], human action recog-
nition [12, 14, 18, 37], 3D reconstruction [4], etc. Most existing
methods for these tasks require that the multi-view videos are
strictly synchronized along the time axis, i.e., the corresponding
frames in different videos are taken at the same time. The previ-
ous works usually assume that the given multi-view videos have
been synchronized by the wired communication [21] or the man-
ual annotation [47]. However, this assumption is not practical in
many real-world applications, which may use the cameras without
wired connections, e.g., the wearable mobile cameras. Under these
conditions, it is very difficult to accurately synchronize the multi-
view videos using the telecommunications, e.g., Wi-Fi, Bluetooth,
or the built-in clock [43]. Therefore, exploring automatic accurate

video synchronization based on the video content is fundamental and
significant for the multi-view video collaborative analysis.

In this paper, we focus on the multi-view video synchronization
for the human-centric video analysis. In particular, as shown in
Figure 1, we first consider the videos covering the same person that
are taken by two cameras with totally different views. Although
the scene does not seem complex, the task of accurate (frame-level)
video synchronization is very challenging. For the target frame
in one view, the purpose of synchronization is to identify its cor-
responding frame in the other view. However, given the subtle

inter-frame visual difference in each view (at adjacent frames) and
the significant cross-view difference at the same time (in different
views) as shown in Figure 1, the intra-view difference within a
short time interval is very small, and much smaller than the cross-
view difference of the same scene at the same time. This way, the
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challenge of this problem is to explore and model the discrimi-
native features to capture both the intra-view difference and the
cross-view invariance.

Previous works aim to handle this problem using some priors,
e.g., the camera extrinsic parameters calibration [1, 10, 41, 46], or
certain auxiliary conditions, e.g., the flickering of the flash [20, 31,
32]. These may hinder the practical application of such methods in
the real world. In [43], the problem is modeled as a deep learning
based classification problem using the human pose as feature. Each
of the ±𝑀 class labels – represents an offset of the definite num-
ber of frames between the two videos. Limited number of labels,
i.e., possible offsets, lead to limited accuracy of the resulting syn-
chronization. As a supervised learning method, it also requires the
ground-truth time offset between the videos as supervision for train-
ing. Another task similar to this work is video alignment, which
aligns the key actions performed by a person in different videos
according to the rhythm and procedure of the actions. Differently, it
produces the action-level alignment results but not the frame-level
synchronization results, making it not directly applicable to address
our problem.

In this work, we aim to develop a self-supervised deep frame-
work for the human pose based multi-camera video synchroniza-
tion. Specifically, we propose to leverage the correspondence of
the 2D human pose in different views for accurate (frame-level)
video synchronization. We develop a self-supervised pose based
synchronization network (SeSyn-Net) for our task, in which we
first obtain the frame-level feature based on the human pose esti-
mation results using a spatial-temporal representation embedding
network.We then design a series of self-supervised losses, including
the self-identity loss, self-deviation loss, and interval-consistency
loss as the self supervision, to train the feature embedding network.
Among them, the self-identity loss implies the cyclic consistency
between the videos, which is a classical property used in many
self-supervised learning tasks. Besides, we also integrate the self-
deviation loss and interval-consistency loss to model the discrim-
inability and stationarity of the synchronization result, respectively.
With the SeSyn-Net, we can get the video synchronization result
by applying an easy inference strategy during testing stage. Fur-
thermore, we build two datasets for performance evaluation and
achieve the state-of-the-art performance (with the synchronization
error less than 4 frames) on both datasets. The main contributions
of this work are:

• This is the first work to develop a self-supervised framework
for the accurate (frame-level) video synchronization.

• The proposed SeSyn-Net with a series of self-supervised
losses can effectively extract the feature embeddings for
video synchronization, which overcomes the challenge of
subtle intra-view visual difference and significant cross-view
difference.

• We build two benchmarks, i.e., NTU-SYN and CMU-SYN
based on two public video datasets, for studying the task of
video synchronization. Extensive experimental results verify
the effectiveness of our method, which achieves the superior
performance compared to both the classical and state-of-the-
art methods. We released the benchmarks and code to the
public at https://github.com/Yliqiang/SeSyn-Net.

2 RELATEDWORK

Video temporal synchronization has been studied in the com-
puter vision community for many years. Early methods based on
the trajectory features usually use the principle of epipolar geome-
try [1, 41, 46], which require a clear geometric estimation as prior.
The appearance feature based methods [10, 49] usually apply the
Histogram of Oriented Gradients (HoG) feature [7] or SIFT fea-
ture [24] from the image. Some of such methods [10, 27] also need
the given of basic matrix between cameras as input. In addition,
in [22], a self-similarity based action descriptor is proposed, which
can be used for the video synchronization and action recognition
tasks. In [23], the motion state transformation of the feature points
in the video is defined as an event, and the corresponding relation-
ship of each event is used for video synchronization. In [35], the
synchronization is performed according to the rhythm of the joints
between move and stop. Other methods rely on the flickering of
the flash in the video for synchronization [20, 31, 32]. Obviously,
the above methods have limitations of requiring some auxiliary
priors, e.g., the camera pose, which may not be available in practice.
In [43], this task is modeled as a deep learning based classification
problem using the human pose as feature, which, however, requires
the annotated time offset between the videos, and two videos with
the same length as input. This cannot meet the requirements of
video synchronization in real-world applications. Different from
the above methods, we solve this problem by developing a self-
supervised learning framework, which does not depend on the
priors or auxiliaries, e.g., the camera pose, flash flickering, and
greatly improves the practicability of the method.

Key action based video alignment shows certain similarity
to our problem. The purpose of the former is to align the key ac-
tions performed by a target (usually a human) in different videos
according to the rhythm and procedure of the actions. For example,
the videos of two people playing golf in two scenes can be aligned
according to the consistency of a series of actions, such as swinging
and hitting the ball. This task has received widespread attention
in recent years. Previous methods first extract the appearance fea-
ture [38, 48] or the trajectory feature [2, 25, 29], and then calculate
the distance matrix between the two videos according to the char-
acteristics of each video, and finally a time warping algorithm, e.g.,
Dynamic Time Warping (DTW) [3], is applied to achieve the action
alignment. Recently, many deep learning methods use the appear-
ance features [9, 19, 28], and a few use the pose features [33] to
handle this problem.

However, the action alignment task is fundamentally different
from our problem in real-application scenarios – the former focuses
on the key procedure and action alignment from the similar activ-
ities occurring at different times, while the latter aims to achieve
the accurate clock synchronization of different videos covering the
same scene. Also, the methods for the former can not be directly
applied to the latter (frame-level synchronization), since they usu-
ally use the feature extracted from the multi-frame clip that is not
distinguishable for each frame.

Specific scene based video alignment is proposed to align
the videos taken by the moving cameras for the static scenes. For
example, the street view videos of the same road taken at several
months apart can be aligned according to some specific content (i.e.,
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the same street signs, houses, trees, etc.). To handle this problem,
several methods [39, 40, 42] are developed by first computing the
distance matrix through the appearance features, and then apply-
ing the DTW to carry out the alignment, which is similar to many
action-alignment methods discussed above. Note that, in this prob-
lem, the scene in the video is mostly static. Even if a dynamic object,
e.g., a moving car, appears in one video, it does not appear in the
other video with a large temporal gap of the shooting time. With
this, we can see that the scene alignment problem is also different
from our work.

3 PROPOSED METHOD

3.1 Overview

Given two non-synchronized videos containing the same moving
subject (person) taken from different perspectives, assuming the
frame rate of the two videos is consistent, we aim to find the optimal
time offset so that they can be synchronized in time after edit. In
this work, we model the above task as a frame association problem.
Specifically, we associate each pair of frames across the two videos
according to their visual contents. With the optimized matching
pairs, each frame pair provides a time offset, and we finally combine
all the offsets to determine the offset between these two videos.

Figure 2 shows the overall framework of our method. The input
is the human pose sequences from the two views (referred to as
views 𝑢 and 𝑣), which can be denoted as 𝑷𝑢 = {𝑝𝑢1 , 𝑝

𝑢
2 , · · · , 𝑝

𝑢
𝑀 } ∈

R
𝑀×𝐾×𝐷 , 𝑷 𝑣 = {𝑝𝑣1 , 𝑝

𝑣
2 , · · · , 𝑝

𝑣
𝑁 } ∈ R𝑁×𝐾×𝐷 , where 𝑀 and 𝑁 are

the video lengths, 𝐾 represents the number of human joints and 𝐷
represents the feature dimension of each pose joint. Here the pose
features can be obtained by an existing human pose estimation
method, e.g., HRNet [34], which produces the 2D coordinates and
a 1D confidence scores for each joint. Next, the input sequences
are fed into a two-branch feature embedding network with shared
weights to get the representations. Finally, we design three self-
supervised loss functions to train the feature embedding network
for the synchronization task.

3.2 Feature Embedding Network

Since our method aims to leverage the human pose self similarity in
different views at the same time as a clue for video synchronization,
a feature embedding network that can effectively model the spatio-
temporal information of human pose is required. For this, we choose
the graph convolutional network (GCN), which has been widely
used in the skeleton-based action recognition problem [5, 13, 45]. It
builds the graph structure on the skeleton sequence to better learn
the spatio-temporal information of the human pose. Specifically, we
use ST-GCN [44] alike structure as the backbone network. Original
ST-GCN generates the feature of the whole video. In order tomake it
suitable for our work, wemake several modifications on the original
network structure. First, in order to obtain the frame-level feature
representation, we change the stride of the temporal convolution
layer from 2 to 1, and use the features before the final pooling
operation. Second, to reduce the complexity, we remove the last
convolution layer of ST-GCN and change the number of the final
output channel from 256 to 128.

The input of the feature embedding network are two skeleton
sequences without time stamp annotation, and the output is the

frame-based embedding of the two sequences, denoted as 𝑭𝑢 ∈

R
𝑀×𝐶 and 𝑭 𝑣 ∈ R𝑁×𝐶 , where𝑀 and 𝑁 are the sequence lengths,

and 𝐶 is the dimension of embedded features. Here 𝐶 = 𝐾 × 128
that embeds a 128-dimensional vector for each joint.

3.3 Self-Supervised Learning Loss

As discussed above, we aim to design a self-supervised framework in
this work. Self-supervised learning methods commonly use the pre-
text tasks to excavate the supervision information from unlabeled
data for training. In this work, we use the self-identity property
of the human pose in different views at the same time as a pretext
task, to construct the self-supervised learning losses for training
the feature embedding network.

Self-identity loss. In this work, we aim to learn the embed-
dings of the human pose taken at the same time in different per-
spectives to have the self-identity, i.e., the view-independent and
time-discriminative feature embeddings. As shown in Figure 2, given
two embeddings from the frames taken at the same time (absolute
time), i.e., 𝑭𝑢𝑚 ∈ R𝐶 in video 𝑉𝑢 at frame𝑚 and 𝑭 𝑣𝑛 ∈ R𝐶 in video
𝑉 𝑣 at frame 𝑛, we hope that 𝑭 𝑣𝑛 should be the most similar frame
to 𝑭𝑢𝑚 among all frames in 𝑭 𝑣 of video 𝑉 𝑣 , and vice versa.

To formulate the above concepts, we can measure the similarities
between all frames in the two embedding sequences by 𝑺𝑢,𝑣 ∈

R
𝑀×𝑁 as

𝑺𝑢,𝑣 (𝑚,𝑛) = −‖𝑭𝑢𝑚 − 𝑭 𝑣𝑛 ‖
2, (1)

where𝑚,𝑛 denote the index of row and column in 𝑺𝑢,𝑣 and 𝑺𝑢,𝑣 (𝑚,𝑛)
represents the similarity score between the embeddings from the
frame 𝑚 in the video 𝑉𝑢 and the frame 𝑛 in video 𝑉 𝑣 . Then we
get the frame-to-frame matching matrix based on similarity by
performing row softmax on 𝑺𝑢,𝑣

𝑿𝑢,𝑣 (𝑚,𝑛) =
exp(𝑺𝑢,𝑣 (𝑚,𝑛))∑𝑁
𝑘=1 exp(𝑺

𝑢,𝑣 (𝑚,𝑘))
, (2)

and we have 𝑿𝑢,𝑣 (𝑚,𝑛) ∈ [0, 1].
Clearly, the one-on-one frame matching from video 𝑉𝑢 to video

𝑉 𝑣 can be obtained by performing the 𝑎𝑟𝑔𝑚𝑎𝑥 operation on each
row of 𝑿𝑢,𝑣 . Since the 𝑎𝑟𝑔𝑚𝑎𝑥 operation is not differentiable, as
in [9], we directly take each row in 𝑿𝑢,𝑣 as weights to obtain the
best matched frame in video 𝑉 𝑣 for each frame in video 𝑉𝑢 ,

𝑭 �̃� = 𝑿𝑢,𝑣 · 𝑭 𝑣 ∈ R𝑀×𝐶 , (3)

where 𝑭 �̃� represent the embeddings of the most similar frames in
video 𝑉 𝑣 to those in video 𝑉𝑢 . Note that, the 𝑭 �̃� are actually the
reconstructed embeddings from the frames in video 𝑉 𝑣 with the
matching weights in 𝑿𝑢,𝑣 .

After obtaining 𝑭 �̃� , we can then measure its similarity with 𝑭𝑢

to verify whether the most similar frame found in video𝑉 𝑣 to each
frame in video𝑉𝑢 satisfy the self-identity condition. The similarity
matrix between 𝑭 �̃� and 𝑭𝑢 , referred to as 𝑺 �̃�,𝑢 ∈ R𝑀×𝑀 , can be
calculated as

𝑺 �̃�,𝑢 (𝑚′,𝑚) = −‖𝑭 �̃�𝑚′ − 𝑭𝑢𝑚 ‖2, (4)

whose elements 𝑺 �̃�,𝑢 (𝑚′,𝑚) represents the similarity between the
𝑚′-th embedding feature in 𝑭 �̃� to the𝑚-th embedding feature in
𝑭𝑢 .
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Figure 2: Overall framework of the proposed method. Given two videos from different cameras, we first obtain the poses of

the person in the videos through a pose estimation network, and then obtain the features of each frame through the feature

embedding network. Finally, three self-supervised losses are constructed based on the embedded features to train the syn-

chronization network, where𝑚 and 𝑛 represent the features from the𝑚-th and 𝑛-th frames in two videos, respectively, and 𝜏
represents the cross-frame interval.

For ∀𝑘 ∈ {1, 2, ..., 𝑀}, since 𝑭 �̃�
𝑘
represents the most similar frame

in the reconstructed embedding sequence to the 𝑘-th frame embed-
ding 𝑭𝑢

𝑘
in video𝑉𝑢 , ideally, the diagonal elements in 𝑺 �̃�,𝑢 have the

largest similarity in each row, that is, satisfying the self-identity con-
dition. To compel the embedding features to satisfy the self-identity
as much as possible, we define the following loss function

Liden = −

𝑀∑
𝑚=1

𝒚𝑚 log �̂�𝑚, (5)

where �̂�𝑚 = 𝑺 �̃�,𝑢 (𝑚, 1 : 𝑀) ∈ R1×𝑀 represents the 𝑚-th row in

𝑺 �̃�,𝑢 , ideally its 𝑚-th element has the largest value. We denote a
one-hot vector𝒚𝑚 ∈ R1×𝑀 , whose𝑚-th element is 1, and the other
elements are all 0. The self-identity loss is defined as the cross
entropy loss between 𝒚𝑚 and �̂�𝑚 .

Self-deviation loss. Self-identity loss restricts the elements on
the diagonal of 𝑺 �̃�,𝑢 to have the largest value in their respective
rows in a classified manner, but does not penalize the situation of
not meeting this condition. For this reason, we design the following
self-deviation loss to help the network learn the feature embedding
better.

Specifically, as shown in Figure 2, we first take the frame indices
from the video 𝑉𝑢 , i.e.,

𝒈 = [1, 2, 3, · · · , 𝑀 − 1, 𝑀]𝑇 ∈ Z𝑀×1 . (6)

Given the frames with the above indices, we identify the corre-
sponding frames in another view 𝑣 orderly, from which we go back
to video 𝑉𝑢 to match the corresponding frames again. Ideally, the
backtracked frame indices are still the vector 𝒈.

To model the above situation, as before, we perform the row
softmax on 𝑺 �̃�,𝑢 to obtain the matching matrix 𝑿 �̃�,𝑢 ∈ R𝑀×𝑀 from
the reconstructed embedding sequence 𝑭 �̃� to 𝑭𝑢 ,

𝑿 �̃�,𝑢 (𝑚′,𝑚) =
exp(𝑺 �̃�,𝑢 (𝑚′,𝑚))∑𝑀
𝑘=1 exp(𝑺

�̃�,𝑢 (𝑚′, 𝑘))
, (7)

where𝑚′,𝑚 denote the index of row and column in 𝑿 �̃�,𝑢 , respec-
tively. With the original index vector 𝒈 and the matching matrix
𝑿 �̃�,𝑢 , we perform the permutation operator on the original index
vector 𝒈 as

𝒑 = 𝑿 �̃�,𝑢 · 𝒈 ∈ R𝑀×1 . (8)

where 𝒑 is regarded as the backtracked frame indices of the original
𝒈. Ideally, 𝑿 �̃�,𝑢 is an identity matrix, so 𝒑 should be equal to 𝒈. But,
in practice 𝑿 �̃�,𝑢 is not an ideal identity matrix, so the result 𝒑 is
a real-value vector. This way, we define the self-deviation loss to
measure the deviation between the original 𝒈 and the predicted 𝒑
as

Ldevi =

∑𝑀
𝑚=1 |𝑝𝑚 − 𝑔𝑚 |

𝑀
, (9)

where 𝑝𝑚 , 𝑔𝑚 represent the𝑚-th element in 𝒑 and 𝒈, respectively.
Interval-consistency loss. Let’s further consider an analogy,

between the self-supervision training and a shooting game. The
constraint of self-identity loss is analogue to whether hitting the
target, and the self-deviation loss is analogue to the distance error
between each shot result and the target. Both of them are measured
by the results against the target. We further consider the interval-
consistency loss, which is analogue to the relative shooting stability
over time.

As discussed above, 𝒑 is the backtracked index vector of the
original index vector 𝒈. We consider imposing a consistency loss
on 𝒑 and 𝒈 as

Lintv =

∑𝑀
𝑚=𝜏+1 | (𝑝𝑚 − 𝑝𝑚−𝜏 ) − (𝑔𝑚 − 𝑔𝑚−𝜏 ) |

𝑀 − 𝜏
, (10)

where 𝜏 is the interval of the frame index. This constraint requires
that the interval of the backtracked indices should be approximated
to the corresponding one of the original indices.

We empirically set 𝜏 = 1 in this work and the above loss is
reformulated as

Lintv =

∑𝑀
𝑚=2 |𝑝𝑚 − 𝑝𝑚−1 − 1|

𝑀 − 1
, (11)
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which denotes that we focus on the continuous two frames, i.e.,
the adjacent frames in the original sequence are desired to be back-
tracked also as the adjacent frame indices. Note that, this loss is
used to constrain the consistency between the intervals in 𝒑 and 𝒈.
Therefore, given the continuity of the original sequence frames ar-
ranged by 𝒈, this loss can also maintain the continuity and stability
of the backtracked adjacent frame indices 𝑝𝑚 and 𝑝𝑚−1.

Total Loss. Finally, we define the self-supervised loss as

L = Liden + 𝜇1Ldevi + 𝜇2Lintv, (12)

where 𝜇1, 𝜇2 are the weighting parameters for balancing the three
loss terms.

3.4 The Framework

Inference.We train the feature embedding network described in
Section 3.2 using the self-supervised loss proposed in Section 3.3. In
the inference stage, we directly use the trained network to perform
the task of video synchronization. The specific process for optimal
offset determination is as follows:

� Feature embedding. Given two videos 𝑉𝑢 and 𝑉 𝑣 , we first use
HRNet and the proposed feature embedding network to get the
representation of all frames, denoted as 𝑭𝑢 and 𝑭 𝑣 .

� Frame matching. According to Eqs. (1) and (2), we calculate
the matching matrix 𝑿𝑢,𝑣 between 𝑭𝑢 and 𝑭 𝑣 , and then perform
the 𝑎𝑟𝑔𝑚𝑎𝑥 operation on each row of 𝑿𝑢,𝑣 to obtain the frame
matching vector between 𝑉𝑢 and 𝑉 𝑣 , which is denoted as

𝒐 = [𝑜1, 𝑜2, · · · , 𝑜𝐿] ∈ Z
1×𝐿, (13)

where 𝐿 is equal to the length of 𝑉𝑢 , the index of each element
represents the corresponding frame index in 𝑉𝑢 , and the value of
each element in 𝒐 represents the matched frame index in 𝑉 𝑣 .

� Offset determination. We determine the final time offset be-
tween 𝑉𝑢 and 𝑉 𝑣 by simply calculating the median of the offsets
of all matched frame pairs, i.e.,

𝑜 = �Med(𝑜𝑖 − 𝑖)� , 𝑖 = 1, 2, · · · , 𝐿 (14)

where the positive/negative value of 𝑜 means that 𝑉𝑢 is delayed or
advanced in time axis against 𝑉 𝑣 .
Implement details. The proposed SeSyn-Net was implemented
using PyTorch. We train SeSyn-Net using SGD for 400 epochs for
both datasets on an NVIDIA RTX 3090 GPU. The learning rate of
the SGD optimizer is 0.005, the Nesterov momentum is 0.9, and the
weight decay is 0.0001. In Eq. (12) the weight parameters 𝜇1, 𝜇2 are
set to 0.5, 0.035 for NTU-SYN and 0.7, 0.015 for CMU-SYN.

4 EXPERIMENTS

4.1 Datasets

We can not find applicable benchmarks for the proposed human
centric multi-view video synchronization problem. Themost related
dataset in [43] is not applicable, since the length of the videos in the
dataset is short (32 frames), which is also not released to the public.
For performance evaluation, we built two datasets, NTU-SYN and
CMU-SYN for the multi-view video synchronization task.

NTU-SYNDataset is built based on theNTURGB+Ddataset [30],
which is used for multi-view action recognition. Each pair of videos

is taken from a different perspective, which contains a person per-
forming various actions. The shooting frame rate is 30 fps, and
the average duration is 120 frames. According to the cross-subject
division principle of the original dataset, we selected a total of 5,560
pairs of synchronized videos, including 3,762 pairs of videos as the
training set and 1,798 pairs of videos as the testing set. For initially
synchronized videos, we randomly set a time offset in the range of
[-30,30] frames for constructing each video pair in both the training
set and the testing set.

CMU-SYN Dataset is constructed from CMU Panoptic Studio
dataset [21]. Based on the original long video pairs taken from
different perspectives, 106 pairs of videos are trimmed with the
duration of 480 frames. We randomly select 74 pairs of videos to
construct the training set, and the remaining 32 pairs of videos to
construct the testing set. By setting 6 different time offsets for each
pair of videos, we finally get 74 × 6 pairs of videos as the training
set, and 32 × 6 pairs of videos as the testing set, and the range of
time offset for each video pair is also [-30,30] frames.

4.2 Evaluation Metrics

In order to comprehensively evaluate the performance of ourmethod
on the multi-view video synchronization task, we define several
evaluation metrics as below.

Metric I: Frame error. Frame error is calculated as 𝐹𝑟𝑚.𝑒𝑟𝑟 . =
|𝑃𝑖−𝑅𝑖 |,where 𝑃𝑖 and 𝑅𝑖 refer to the predicted and the ground-truth
time offset (using frame as unit), respectively. For the whole testing
set, we use the average value of the frame error of all video pairs.
In addition, we also compute the ratio of the video pairs with the
frame error less than 1, 5, and 10 frames among all testing sample,
which are denoted as Acc@1, Acc@5 and Acc@10, respectively.

Metric II: Absolute error. The absolute error is a measure of
the frame error in time, which represents the error between the
predicted time offset and the ground-truth time offset, and is calcu-
lated as 𝐴𝑏𝑠.𝑒𝑟𝑟 . = 𝐹𝑟𝑚.𝑒𝑟𝑟 ./𝑓 𝑝𝑠, where 𝑓 𝑝𝑠 represents the frame
rate of the input videos.

Metric III: Relative error. The relative error is used to measure
the relative improvement between the predicted time offset and

the initial offset, which is defined as 𝑅𝑒𝑙 .𝑒𝑟𝑟 . =
∑𝑁

𝑖=1 𝐹𝑟𝑚.𝑒𝑟𝑟 .∑𝑁
𝑖=1 |𝑅𝑖 |

, where

𝑁 is the total number of video pairs for testing. We also evaluate
𝑅𝑒𝑙 .𝑒𝑟𝑟 . on each testing video pair, and then compute the ratio
of the testing samples with the relative errors less than 10%, 30%
and 50% among the total number of testing samples, which are
denoted as rAcc@10, rAcc@30 and rAcc@50, respectively. Note
that, the testing samples with 𝑅𝑖 = 0 do not participate in the
calculation of rAcc@10, rAcc@30, and rAcc@50, because 0 cannot
be the denominator.

4.3 Experimental Results

ComparisonMethods.According to Section 2, there are not many
existing methods that can be directly applied to synchronization
problems. Therefore, we include several related methods by modi-
fying them for a fair comparison.

• Simple: Firstly, we construct a straightforward method Simple,
which does not go through the feature embedding network, but
directly applies the inference strategy proposed in our paper to
perform video synchronization based on the pose estimation results.
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Table 1: Comparative results of differentmethods on theNTU-SYN andCMU-SYNusing themetrics of Frm.err. (frame), Acc@1

(%), Acc@5 (%), Acc@10 (%), Abs.err. (second) and Rel.err. , rAcc@10 (%), rAcc@30 (%), rAcc@50 (%).

Dataset Method Frm. err. ↓ Acc@1 ↑ Acc@5 ↑ Acc@10 ↑ Abs. err. ↓ Rel. err. ↓ rAcc@10 ↑ rAcc@30 ↑ rAcc@50 ↑

NTU-SYN

Simple 19.55 9.62 27.25 42.27 0.6516 1.28 9.16 21.59 32.17

SSM [22] 7.52 22.80 60.23 78.36 0.2507 0.49 15.77 55.57 72.19

SynNet [43] 5.98 44.88 75.08 83.82 0.1993 0.41 43.64 64.10 77.91

TCC [9] 5.48 36.60 61.96 81.20 0.1827 0.36 28.15 51.78 70.66

LAV [19] 7.16 34.93 60.46 75.64 0.2388 0.47 31.66 51.84 63.71

Ours 3.39 62.29 80.65 90.21 0.1128 0.22 54.83 73.26 82.08

CMU-SYN

Simple 39.12 4.69 22.40 33.33 1.3040 2.48 3.70 22.22 29.10

SSM [22] 8.15 30.21 71.35 75.52 0.2715 0.52 28.04 64.02 71.43

SynNet [43] 18.57 8.85 23.44 33.85 0.6188 1.22 9.60 16.38 37.85

TCC [9] 15.57 18.23 41.14 59.38 0.5191 0.99 17.99 41.27 53.44

LAV [19] 25.06 13.02 23.96 36.46 0.8352 1.59 10.58 21.69 32.28

Ours 2.27 69.27 91.67 93.75 0.0755 0.14 62.43 78.84 85.71

Table 2: Ablation study of the proposed method using different self-supervised losses.

Dataset Method Frm. err. ↓ Acc@1 ↑ Acc@5 ↑ Acc@10 ↑ Abs. err. ↓ Rel. err. ↓ rAcc@10 ↑ rAcc@30 ↑ rAcc@50 ↑

NTU-SYN

Liden 4.17 47.78 71.91 87.43 0.1390 0.27 39.46 63.43 78.01

Liden+devi 3.67 52.73 75.25 90.10 0.1225 0.24 44.38 67.33 82.25

Liden+devi+intv 3.39 62.29 80.65 90.21 0.1128 0.22 54.83 73.26 82.08

CMU-SYN

Liden 16.82 10.94 36.46 49.48 0.5608 1.07 11.64 26.98 33.86

Liden+devi 12.30 36.46 55.21 67.71 0.4099 0.78 31.22 48.15 58.20

Liden+devi+intv 2.27 69.27 91.67 93.75 0.0755 0.14 62.43 78.84 85.71

• SSM: We also include a non-deep learning method SSM [22],
which performs video synchronization by computing self-similarity-
based action descriptors. To keep the input features consistent for
fair comparison, we compute self-similarity based on trajectory
features for video synchronization.

• SynNet: Besides, we also use SynNet [43] as a comparison
method, which is a fully-supervised video synchronization method,
and we downsample the collected datasets in the same way as the
original article for a fair comparison.

• TCC and LAV : Finally, we include two related methods for
comparison, TCC [9] and LAV [19], which are two key action-based
video alignment methods. Note that, both methods use the ap-
pearance features, in which the feature extraction network merges
the multi-frame sequence as a unified representation, thus can-
not perform the frame-level video synchronization task. Therefore,
we replace the feature and embedding network with the settings
adopted in our paper, while retaining the original training strategy
and loss function for a fair comparison.

Result comparisons. Table 1 shows the comparison results on
the two datasets. We can see that, on the NTU-SYN dataset, most
methods provide the frame synchronization errors (Frm. err.) within
10 frames, and our method achieves the most accurate synchro-
nization errors of 3.39 frames. For other metrics, our method also
achieves the best performance. On the CMU-SYN dataset, we can
see that the results of many comparison methods, e.g., Simple, Syn-
Net, TCC and LAV, have deteriorated a lot, which may be caused
by the larger cross-view difference in this dataset. On CMU-SYN,
only our method and SSM still provide frame synchronization error
within 10 frames, in which our method significantly decreases the
frame error to 2.27. This indicates that the self-supervised losses

proposed by us can well constrain the matching between videos
and make use of its rich information. For the absolute error (Abs.
err.), we can see that the proposed method produces the results
with the error of about 0.1 second, which is accurate enough for
many real applications. Also, for the relative error (Rel. err.), we can
see that some methods provide the results with a relative error ex-
ceeding 1, which means the synchronization results are larger than
the initial offset between the given videos. The proposed method
obtains promising results with the relative errors of 0.22 and 0.14 on
two datasets, respectively, which significantly reduces asynchrony
between videos. To sum up, the proposed method performs bet-
ter than other methods by a large margin in all metrics on both
datasets.

4.4 Ablation Study

Effectiveness of self-supervised loss. We verify the effective-
ness of the three self-supervised losses, 𝑖 .𝑒 .,Liden,Ldevi andLintv,
as shown in Table 2. By adding each loss item by item, we can see
that the equipment of each loss will lead to an improvement for
video synchronization performance on both datasets. In particular,
on the CMU-SYN dataset, the equipment ofLdevi andLintv leads to
a significant performance improvement, which demonstrates that
the proposed self-supervised losses are very effective, especially
under the challenge scenarios. Specifically, as mentioned in Section
3.3,Liden constrains the video sequences to satisfy the self-identity
property, but does not penalize those who do not satisfy this prop-
erty with different punishment strength – the further between the
backtracked position and the origin position, the greater penalty.
This is inadequate to handle the complex scenes. The designed
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(a) Results on NTU-SYN (b) Results on CMU-SYN
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Figure 3: Analysis of influence of different initial offsets on video synchronization results.

Ldevi discriminatively penalizes the frames not satisfying the self-
identity constraint, and Lintv considers the internal relationship
of multiple adjacent frames. That is, the proposed self-deviation
loss Ldevi can penalize the false matches with similar pose feature
but with large temporal interval and the interval-consistency loss
constrains the continuity and stability of matching results to avoid
the accidental errors. The effectiveness of two losses is especially
verified by the performance improvement on the CMU-SYN.

Influence of input features.We also explore the impact of us-
ing different features as the input for our method. For this purpose,
motion features and appearance features are applied in our method.
For the motion features, we use the flow of the joint between adja-
cent frames and use the same feature embedding network in our
method to extract features for synchronization. For the appearance
features, we use the ResNet followed by an LSTM layer as extractor.
Table 3 shows the synchronization performance on both datasets
of our method using different input features. Note that, we do not
include the results of the appearance feature based method on CMU-
SYN since the training of it takes much GPU memory, which can
not be implemented on the GTX 3090. We can see that using motion
features can also provide acceptable synchronization performance,
but frame-level video synchronization using appearance features is
very difficult.

Table 3: Ablation study of different input features.

Dataset Feature Frm. err. Acc@1 Rel. err. rAcc@10

NTU-SYN

w motion 3.72 53.67 0.24 44.26

w appearance 27.51 4.00 1.80 3.96

w pose (Ours) 3.39 62.29 0.22 54.83

CMU-SYN
w motion 4.83 46.35 0.31 47.62

w pose (Ours) 2.27 69.27 0.14 62.43

Influence of the number of joints. We also explore the im-
pact of using different numbers of joints as input. We select 5 (nose,
shoulders and hips), 9 (nose, shoulders, wrists, hips, ankles) and 13
(nose, shoulders, elbows, wrists, hips, knees, ankles) joints as input
from the 17 joints used in our method. Furthermore, We reconstruct
the skeleton graph of ST-GCN according to the number of joints
and the neighboring relationship to ensure the reliability of the
experimental results. Table 4 shows the synchronization perfor-
mance of our method using the different number of joints on both

datasets. We can see that using more joints usually leads to better
performance, and use 17 joints can provide the best performance.
However, there are exceptions that the performance decreases with
the input of 13 joints on NTU-SYN. This maybe because of the ex-
perimental uncertainty, e.g., the suboptimal training model. Finally,
our method uses 17 joints as input for the best synchronization
performance.

Table 4: Ablation study of the proposed method with differ-

ent number of human joints.

Dataset Joints Frm. err. Acc@1 Rel. err. rAcc@10

NTU-SYN

w 5 joints 6.78 40.66 0.44 33.52

w 9 joints 4.67 58.51 0.31 50.42

w 13 joints 5.80 39.93 0.38 33.52

w 17 joints (Ours) 3.39 62.29 0.22 54.83

CMU-SYN

w 5 joints 11.24 7.81 0.71 6.88

w 9 joints 10.21 9.9 0.65 6.88

w 13 joints 6.95 16.67 0.44 10.05

w 17 joints (Ours) 2.27 69.27 0.14 62.43

4.5 Experimental Analysis

We conduct more experiments for the in-depth analysis of the
proposed method under different conditions.

Analysis of different initial offsets. Figure 3 shows the frame
errors (Frm. err.) of the proposed method on NTU-SYN and CMU-
SYN under different initial offsets. The blue column representing
the initial offset is gradually getting higher, but the orange column
representing the average frame error under each initial offset shows
no significant correlation. This demonstrates the stability of our
method for synchronizing with different initial offsets. Furthermore,
for each initial offset, the height ratio of two columns reflects that
the asynchrony between the videos is significantly reduced after
applying our method, which is more remarkable on CMU-SYN.

Analysis of video with dropped frames. We also explored
the synchronization performance when there is a small amount of
dropped frames in the videos. This way, during the testing stage,
we randomly drop out a few frames on each video and perform the
synchronization of them. The results are shown in Table 5, where
‘Drop rate’ represents the percentage of dropped frames. It can be
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Table 5: Synchronization results under different frame drop

rate.

Dataset Drop rate Frm. err. Acc@1 Abs. err.

NTU-SYN

0% 3.39 62.29 0.1128

1% 3.37 59.40 0.1136

3% 3.37 58.62 0.1158

5% 3.47 54.73 0.1217

10% 3.85 34.98 0.1428

CMU-SYN

0% 2.27 69.27 0.0755

1% 2.51 57.29 0.0845

3% 2.97 51.04 0.1022

5% 3.19 41.67 0.1120

10% 3.66 28.65 0.1354

seen that, in general, the synchronization performance decreases
with the increase of the frame drop rate. We can also see from the
results on NTU-SYN that when the frame drop rate is 1%, the frame
error changes very little, and the proportion of test samples with
an error within 1 frame (Acc@1) is still approximate to 60%. When
the frame drop rate is 10%, the synchronization result obtained by
the proposed method is still acceptable, where the frame errors on
both datasets are still within 4 frames. Note that, given the frame
dropping, the frame rate of the video is not strictly with 30 fps like
the original one. Here we provide the absolute error, i.e., Abs. err.,
using the second as unified measurement unit in the last column.
We find that, even with 10% frame drop, which is actually severe in
many cases, the proposed method can produce a synchronization
accuracy within 0.15 second that is satisfied the requirement of
many applications. In the above experiments, the frame drop out
is only performed during testing, and the network training is still
conducted on the original videos.

Analysis of synchronization performance against pose es-

timation errors. Although the estimation of human 2D pose has
made great progress in recent years, and the estimation results
have been very accurate in simple scenes, we still want to explore
the performance of our method under pose estimation results with
errors. To this end, we add a series of Gaussian noises to each joint
of the pose estimation results, which is only implemented on the
testing dataset but not on the training data for the model train-
ing. The results are shown in Table 6, where ‘Noise’ represents
the standard deviation (in pixels) of different Gaussian distribution,
and the expectation is set to 0 for all noises. The results show that,
on NTU-SYN, its performance is almost unaffected. On CMU-SYN,
although its performance degrades as the increase of the noise, the
proportion of synchronization error no more than 1 frame (Acc@1)
is still approximately 60%. Note that, the added noises on pose
estimation results, i.e., 9 pixels, are relatively large errors for the
existing pose estimation methods.

Cross-dataset training and testing analysis. Finally, we show
the synchronization performance of the proposed method across
two datasets for training and testing. The results are shown in Ta-
ble 7, where ‘Dataset’ indicates the dataset for testing, and ‘Model’
indicates which dataset the model was trained from. We can see
that the model trained on the CMU-SYN and tested on NTU-SYN
achieve the synchronization performance of 6.16 frames, outper-
forming all comparison methods as shown in Table 1. Specifically,

Table 6: Synchronization results under the various degrees

of noises on the human pose.

Dataset Noise Frm. err. Acc@1 Rel. err. rAcc@10

NTU-SYN

0 3.39 62.29 0.22 54.83

3 3.40 62.35 0.22 54.89

6 3.40 62.85 0.22 54.95

9 3.42 62.63 0.22 54.32

CMU-SYN

0 2.27 69.27 0.14 62.43

3 2.56 64.06 0.16 60.85

6 3.54 59.90 0.22 55.56

9 5.05 58.85 0.32 58.20

the results in Table 1 are trained on the original dataset, where only
TCC and SynNet outperform our method. We retain the TCC model
under the cross-dataset setting and obtain the synchronization per-
formance in Table 7, which is much worse than ours. In addition,
since the model structure of SynNet is depended on the length of
the input videos, which are inconsistent on the two datasets, so this
experiment cannot be implemented. The model trained on NTU-
SYN and tested on CMU-SYN can still achieve promising results,
which outperforms all other comparison methods except slightly
lower than SSM. In general, we find this cross-dataset results of our
proposed method is acceptable, because the two datasets are quite
different in the number of samples, scenes, and perspectives.

Table 7: Synchronization performance of cross-dataset train-

ing and testing on NTU-SYN and CMU-SYN.

Dataset Model Frm. err. Acc@1 Rel. err. rAcc@10

NTU-SYN

NTU-SYN (Ours) 3.39 62.29 0.22 54.83

CMU-SYN (Ours) 6.16 46.89 0.40 41.27

CMU-SYN (TCC) 19.66 12.57 1.29 10.86

CMU-SYN
CMU-SYN (Ours) 2.27 69.27 0.14 62.43

NTU-SYN (Ours) 9.58 47.40 0.61 48.15

5 CONCLUSION

In this paper, we have studied a self-supervised framework for
the automatic video synchronization, which is critical for multi-
video collaborative analysis. Using the human pose as input, we
developed SeSyn-Net with three self-supervised losses for training
the feature embedding network. In the inference stage, with the
embedded features, we get the video synchronization result by
applying a simple offset estimation strategy. We have also built
two datasets for evaluating the methods. Extensive experimental
results verified the effectiveness, robustness and applicability of the
proposed method. In addition, although the scenarios of the above
experiments contain only one person, our method is easily extended
to multi-person scenarios, which we show in the supplementary
material. In the future, we plan to develop a more delicate algorithm
that can be applied to the multi-view video synchronization in the
multi-person scenarios.
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A APPLICABILITY OF THE PROPOSED
METHOD IN MORE PRACTICAL
SCENARIOS

In this section, we show that the proposed method is not limited
to the scenes containing one person using the static cameras for
recording. In the experiments of main body, we use the datasets
collected from CMU Panoptic Studio [21] and NTU RGB+D [30]
datasets (for one person) since they include sufficient video pairs
and accurate synchronization calibration, for training and evalua-
tion.

A.1 Datasets

To illustrate the generalization of the proposed method for more
practical scenes, we collected a new dataset based on the dataset
used in CVID [47]. Specifically, the original dataset contains the
videos for the multi-human interaction scenes (5-10 persons) cap-
tured by multiple GoPro cameras in different views. The videos
from different views are manually synchronized. Based on the orig-
inal videos, we select 66 pairs of synchronized videos with the
length of 120 frames for each. As in this work, we set 5 types of
offsets between every two videos in the range of [-30,30] frames.
Finally, we get 66*5=330 video pairs, denoted as CVID-SYN dataset,
for testing and evaluation.

A.2 Experimental Results

During the testing stage, we directly apply the proposed model
trained on CMU-SYN/NTU-SYN datasets to the CVID-SYN dataset.
Note that, CVID-SYN dataset contains multiple persons in each
video. We select five shared persons, on each of them we apply
the proposed method in this work to estimate the offset of the two
videos. We finally use a simple strategy, i.e., the mean of the offsets
from the selected five persons, to get the final offset.

The evaluation results are shown in the following table, where
‘Model’ indicates which dataset the model was trained from. We
can see that, although we use the pre-trained model directly testing
on the moving camera dataset CVID-SYN, and with a very simple
multi-person fusion strategy, the results are very promising (both
less than 10 frames). We also find that the results of the model
trained on NTU-SYN are better than CMU-SYN. Maybe it’s because
the training set is much larger.

Table 8: Synchronization results of multi-human scenarios.

Model Frm. err. Acc@1 Rel. err. rAcc@10

CMU-SYN 9.07 5.45 0.59 3.69

NTU-SYN 4.41 19.39 0.29 15.38


